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Executive Summary
This deliverable is the final report on the investigations done in Task 2.3 of the FASTER project
(Optimization of applications for micro-reconfigurable core implementation). In this deliverable
we focus on the introduction of parameters in a micro-reconfigurable component in such a way
that the overall implementation can be optimized. The deliverable contains two main parts.
In the first part, a high level (HL) profiler is presented that extends the profiler developed in Task
2.2 (and is described in D2.1 and D2.5) and allows the identification of micro-reconfiguration
opportunities from an HL description. The HL-profiler analyses the HL description using a
dynamic data trace and a number of analytical functions that estimate the gains and overheads of
micro-reconfiguration. It will be used as part of the high level FASTER methodology. The HLprofiler will interact with the other WP2 FASTER tools through the XML. This interaction is
described in detail in D2.5. In addition, this deliverable reports on the optimization of HL-code for
micro-reconfiguration. This optimization is done through analysis of the dynamic data gathered by
the HL-profiler. The benefits of each optimization can be estimated by running the HL-profiler on
the optimized HL-code.
For the second part of this deliverable we focus on the efficient implementation of microreconfigurable multi-mode circuits. With this work, we extend the micro-reconfiguration
technique from being able to handle circuits with infrequently changing input values to including
the combination of two (or more) circuits that are mutually exclusive in time. For such circuits, a
parameter can decide what circuit is to be executed and this parameter is then a less frequently
changing input of the overall circuit, enabling our micro-reconfiguration technique. A new tool
flow is presented that is able to efficiently implement micro-reconfigurable multi-mode circuits in
such a way that a significant speed-up of the reconfiguration time is achieved.
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1. Introduction
Together with Deliverable 2.4, this document describes the second stage of the research on microreconfiguration within WP2 of the FASTER project. It reports on work done by GNT for Task
2.2, the identification of micro-reconfigurable cores, and Task 2.3, the optimization of
applications for micro-reconfigurable core implementation. The profiler for detecting microreconfigurable designs developed in Task 2.2 is extended to a profiler that identifies opportunities
for micro-reconfiguration from application descriptions at higher abstraction levels. Identification
of opportunities for micro-reconfiguration earlier in the design process allows a designer to
determine much earlier whether or not micro-reconfiguration is feasible for his design. In addition,
it allows the HL-to-RTL conversion to happen with micro-reconfiguration in mind, which enables
the optimizations for micro-reconfigurable components as investigated in Task 2.3. Such
optimizations to higher-level (HL) descriptions are described here, based on the data gathered by
the profiler. The HL language of choice for the FASTER project is C or C++; however, the
profiler and analysis described here are not limited to this language. Additionally, as part of the
micro-reconfigurable core generation, research for efficiently implementing multi-mode circuits
using micro-reconfiguration is presented. This extends the application domain for our microreconfigurable approach to circuits that are not necessarily governed by less frequently changing
parameters but that have two different implementations that are mutually exclusively accessed in
time.

1.1. Structure of Document
The HL profiler is described in Section 2.2, High-level Parameter Identification. The second part
of Section 2 discusses optimizations to the HL description to maximally exploit microreconfiguration. Section 3 shows how micro-reconfiguration can be used to efficiently implement
multi-mode circuit.

1.2. Related Documents
•
•

Deliverable D2.1: “Identification of micro-reconfigurable cores”
Deliverable D2.5: “Final partitioning methodology for region-based reconfigurable
systems”
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2. Optimization of C-code applications for DCS
2.1. Introduction
Micro-reconfiguration was developed by Ghent University to implement Dynamic Circuit
Specialization (DCS). More information on micro-reconfiguration and DCS can be found in both
Deliverable 2.1 and (Bruneel 2011). For this deliverable, the most important aspect of DCS is that
it relies on infrequently changing signals in the design, called parameters. Once such a parameter
is identified an existing FPGA tool flow can be used to automatically generate a DCS design. In
this DCS design, the FPGA always contains a circuit specialized for the current parameter value.
If the parameter value changes, run-time reconfiguration is used to update the FPGA with a circuit
specialized for the new parameter value. For some applications, a DCS implementation is
significantly smaller and faster than a normal implementation or offers a flexibility that did not
exist previously.
DCS also introduces some overheads, however, as each parameter change requires a
reconfiguration phase, during which the design has to be stalled. Therefore, when designing a
DCS implementation, it is important to only select parameters that change infrequently and have a
large enough impact on the design to offset the overheads. To do this, the designer is required to
have insight in both the application and DCS. These are trade-offs a designer is not confronted
with in a typical design cycle, as the frequency of signal changes is generally of only secondary
importance and estimating the gains from DCS is difficult without actually implementing the DCS
design.
To solve this problem, an RTL profiler was presented in Deliverable 2.1. This profiler uses the
functional density as a metric to compare designs. The functional density (FD), Equation 1, takes
both the area (A) and the total execution time (T) into account, allowing the profiler to consider
the trade-off between DCS gains and overheads.
!

𝐹𝐷 = !×!

(Eq. 1)

As it is unfeasible to estimate the FD for all signals in the design, this profiler first determines
which signals in the RTL-design are good parameter candidates, based on their dynamic behavior.
Next, it estimates the functional density (FD) gain of each parameter candidate. To do this, it
needs the RTL description of the design and its dynamic behavior. The dynamic behavior data is
derived from test bench data. More details can be found in (T. a. Davidson 2012).
The RTL profiler offers a solution when an RTL description is already available. However, it
would actually be more interesting to detect the opportunities for micro-reconfiguration earlier in
the design process, in the High Level description. Converting a HL description to an RTL
implementation involves many design decisions that can restrict the opportunities for microreconfiguration. In addition, the current digital design trend is moving towards HL languages, with
the help of automatic HL-to-RTL tools.

2.2. High-level Parameter Identification
The parameter identification on the RTL level is very useful to quickly determine whether or not
an RTL implementation would improve when converted to a micro-reconfigurable design.
However, the main limitation of this approach is that it requires an existing RTL implementation.
The choices made when designing this RTL implementation significantly impact the potential
gains for micro-reconfiguration. For example, a sequential AES implementation that includes a lot
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of hardware reuse would see almost no benefit from making the key a parameter. A parallel
implementation of the same algorithm saves up to 26,7% area by making the key a parameter. (T.
a. Davidson 2012) To solve this, a way to predict the gains and overheads of microreconfiguration from higher-level (HL) design descriptions is needed. This has two major benefits.
First, the designer knows earlier in the design process whether a micro-reconfigurable
implementation is interesting or not. Secondly, if micro-reconfiguration would be beneficial, this
can be taken into account when converting the HL description to the RTL. In this Section, the HL
Profiler is presented. The HL Profiler takes a C/C++ description of the application and provides a
functional density estimate for a certain parameter set. First, however, the application features
which are important for micro-reconfiguration are discussed, as it informs several choices made in
the HL Profiler.
2.2.1. Application features
Here, we will briefly discuss which features predict that applications could benefit from microreconfiguration and on which parts of the design our focus should be.
Based on our experience with the RTL Dynamic Profiler, highly parallel RTL implementations
benefit more from micro-reconfiguration. The more parallel an implementation, the larger the
proportional area reduction. On the computational side, as shown by the FIR-filter designs in
Section 3.3.1, multipliers implemented through micro-reconfiguration require about 50% less area,
even 76.5% less in some cases (Bruneel 2011). Of course, this area gain only leads to an actual
functional density increase if one of the multiplier inputs is changing infrequently.
The HL language of choice within the FASTER project is C/C++. The information above and our
experience with applying micro-reconfiguration on the RTL level, shows us what to focus on in
the High Level Profiler. As micro-reconfiguration is generally most interesting for
computationally intensive programs, we will focus on the data path in the C/C++-descriptions. In
most applications, the control path contains few opportunities for micro-reconfiguration. It is true,
however, that some signals in the control flow could be good parameters, e.g. if they control the
mode of a multi-mode circuit. Finding these opportunities requires an analysis on a different scope
and is not part of this profiler. Multi-mode circuit implementations through micro-reconfiguration
are also in this Deliverable, in Section 3.
2.2.2. High-level Profiler
The HL Profiler, presented in this section, predicts the functional density gain of adopting microreconfiguration, based on the C/C++ description of the design. It requires three pieces of
information: the dynamic behavior, the estimated LUT-area gain and the estimated overhead for
each candidate. How each of these is gathered will be discussed in detail below. In addition, the
incorporation of this HL Profiler into the FASTER framework is discussed in Sections 3.3.3 and
3.3.4 of Deliverable 2.5. First, however, the information needed before the HL Profiler can start its
analysis is discussed in more detail.
In Deliverable 2.3 of FASTER, a methodology was presented for resource estimation of an
application based on its C/C++ description. Part of this resource estimation tool (from IMP) will
be used in the HL Profiler. It provides the area and clock speed of the application before microreconfiguration. These resources are estimated based on a hierarchical Data-Flow Graph (DFG) of
the C/C++-description of the application. The DFGs contain three types of nodes: I/O-nodes, data
access nodes and arithmetic nodes and are generated from the HL description in Task 2.4,
described in Deliverable 2.3. An example of such a DFG can be seen in Figure 1.
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Figure 1: Example of a DFG
The HL Profiler also uses this DFG. In the HL Profiler, the DFG is used to find all multipliers in
the data path. For now, the HL analysis will focus on finding those multipliers that benefit from
micro-reconfiguration. The analysis was limited to the multiplier nodes because multipliers show
high gains for micro-reconfiguration. Adders were also considered, but they benefit much less
from micro-reconfiguration. Current adder FPGA implementation size is exactly the number of
bits of their output, an absolute lower bound that cannot be improved upon with microreconfiguration. Almost all of the HL analysis in the profiler is based on the DFG, however, to
collect the dynamic behavior, the profiler also requires the original C/C++ code and a set of
realistic input data.
Multiplier Architecture
Before an in-depth discussion of the overheads and gains of micro-reconfiguration is possible,
more background information on the micro-reconfiguration tool flow is needed. The tool flow that
implements micro-reconfiguration is called the TLUT tool flow (HES group, GNT 2013). It
introduces TLUTs, LUTs whose truth tables are reconfigured at run-time. The tool flow maps an
RTL design to a circuit of LUTs and TLUTs. The content of each TLUT truth table is parameter
dependent, which is expressed through Boolean functions. Each time a parameter value changes,
these Boolean functions are evaluated to generate the new truth tables, which are then loaded into
the FPGA.
In general, the TLUT tool flow is able to convert any VHDL-description to a micro-reconfigurable
implementation. Of course, this does not mean all applications will show gains. Some applications
lend themselves better to micro-reconfiguration. As discussed earlier, even implementations of the
same application (AES) show very different gains with micro-reconfiguration (T. a. Davidson
2012). For multipliers, there can be big differences in LUT-area and clock based on the chosen
VHDL-structure.
For micro-reconfiguration, a hierarchical multiplier design demonstrates the best results. E.g. a
micro-reconfigurable 24 x 24 multiplier has a 60.6% area reduction when the hierarchical
FASTER_D2_4_GNT_FF-‐20131007.docx	
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multiplier design is used and this holds both for smaller and for larger multipliers. Without the
hierarchical design, the area reduction can be much smaller, only 18.9% for a 24 x 24 multiplier.
In a hierarchical multiplier implementation, the multiplier is split up in smaller sub-multipliers.
Each of the smaller sub-multiplier results is shifted and added to produce the final multiplication
result. An example of such a hierarchical multiplier design is shown in Figure 2.
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Figure 2: Hierarchical 24 x 24 multiplier, dotted line for the parameter input
A micro-reconfigurable multiplier has a regular input and a parameter input. To maximize the
LUT-area gain, the top-level multiplier is split up along the regular input. Accordingly, the inputs
of the sub-multipliers are one part of the split up regular input and the full parameter input.
For a 6-input LUT FPGA, such as the Virtex5, splitting in groups of 6-bits attains the best results.
These 6-bit sub-multipliers can always be implemented with only TLUTs, regardless of parameter
size. In a 6-input LUT FPGA, this is the largest size for which this is possible. The same is true for
smaller size multipliers, but they require a larger adder structure, making the 6-bit multiplier the
optimal tradeoff between sub-multiplier size and adder size. In conclusion, the optimal size for the
sub-multipliers is 6 x P, with P the number of parameter bits. If the size of the regular input is not
divisible by 6, an extra multiplier of the appropriate size (5, 4, 3, 2 or 1 bit) is added, for
processing the remainder.
Aside from the better LUT-area gains, the hierarchical structure of the multipliers is very useful. It
allows estimates on all aspects of the top-level based on the sub-multiplier data.
Overhead Estimate
Similar as in the RTR Dynamic Profiler, the total specialization overhead for the microreconfigurable design is defined by the number of times the least frequently changing multiplier
input changes and the overhead of a single specialization.
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!"#$%&

!"!#$
𝑇!"#$
= 𝑇!"#$ ×  #InputChanges

(Eq. 2)

The dynamic behavior is used to collect the number of times this multiplier input changes. To do
this, the C/C++ code is instrumented and variables are traced. To limit the amount of superfluous
data collection, only the DFG multiplier inputs are recorded. This instrumentation function assigns
a unique name to each multiplier and writes the values of the operands to a trace file, each time
two operands are multiplied. The trace file is then analyzed to identify the least frequently
changing input of each multiplier, and how often it changes. Currently, the instrumentation
functions are added to the original code by hand. The instrumentation by hand also allows the
designer to exclude certain multipliers, if earlier analysis showed their micro-reconfigurable
implementation negatively impacts the functional density.
The second part of Equation 2 is the single specialization overhead and can be split up in two
parts: the evaluation overhead and the reconfiguration overhead. For both estimates, the
hierarchical structure of the multipliers is exploited. In each case, it is assumed that the number of
sub-multipliers (M) in the top-level multiplier is  𝐶𝐸𝐼𝐿 𝑁 6 , with N the number of regular input
bits. The sub-multiplier of the remainder will be considered a 6-bit sub-multiplier. In addition,
both depend in some way on the number of LUTs that is actually reconfigured by the microreconfiguration. These LUTs are called TLUTs.
The evaluation overhead, Equation 3, is the time needed to calculate the new bit values of the
FPGA circuit. The TLUT tool flow generates Boolean functions that show how the TLUT truth
table values are dependent on the parameter values. It is evaluating these functions that constitute
this overhead. Analysis of these Boolean functions for the 6-bit sub-multiplier shows that each
additional parameter bit increases the number of Boolean operations by 1682. This introduces an
average error of 0.026%, with a standard deviation of 3.2%. This is the value chosen as B in the
𝑇!"#$   estimate. The actual evaluation overhead is also dependent on the platform that will evaluate
them, which is important for the integration with the FASTER framework and discussed in more
detail in Section 3.3.3 of Deliverable 2.5. For now, we assume that one Boolean operation takes
𝑇!""# .
T!"#$ = M  ×  B  ×  T!""#   
(Eq. 3)
The reconfiguration overhead is a function of the number of TLUTs. For each sub-multiplier the
number of TLUTs is directly proportional to the dimensions of the inputs, it is the sum of
parameter (P) and regular input bits (6). To get the reconfiguration overhead the structure of the
FPGA configuration memory has to be taken into account too, it can only be reconfigured slicecolumn by slice-column. All LUTs in the sub-multipliers are TLUTs, making this a problem of
how to estimate how many slice columns a sub-multiplier occupies. Each slice contains 4 LUTs.
A broad approximation of this is simply assuming that these multipliers are implemented in a
square slice-area. A similar approximation in the RTL Dynamic profiler was shown to be an upper
bound for the actual number of slice columns. It tends to lead to an overestimate, which is,
however, not a problem; as for estimates it is safest to assume a worst-case scenario. Improving
this estimate could be an area for follow-up research. With this in mind, the reconfiguration time
becomes Equation 4, where 𝑇!"#$% is the time needed to reconfigure one slice column on the target
FPGA.
T!"#$%& = M  ×  T!"#$% ×  

(!!!)
!

(Eq. 4)

In equation 4, it is assumed that all sub-multipliers are 6-input multipliers. This is not always true,
however, the size of the remainder sub-multiplier is also the sum of its input dimensions. This
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means the maximum error for considering a remainder sub-multiplier a 6-input sub-multiplier is a
5 TLUTs overestimate.
Combining Equations 1, 3 and 4 yields the estimate for the total specialization time, Equation 5.
This allows an analytical estimate of the micro-reconfiguration time overhead.
!"!#$
T!"#$
= #InputChanges  ×  M  ×  (B  ×  T!""# + T!"#$% ×

(!!!)
!

)  

(Eq. 5)

Estimated LU -area gains
For the functional density, the complete LUT-area of both the original and the microreconfigurable design have to be known. For the LUT area of the original design the resource
estimation tool, discussed in D2.3 and earlier in this deliverable, is used. To get the LUT area of
the micro-reconfigurable design, the number of LUTs saved by the micro-reconfigurable
multiplier implementation is estimated and subtracted from the original design size.
As the resource estimation tool found, a good estimate for a normal multiplier is the product of the
input bits of both its operands. The area with micro-reconfiguration starts with the size of the sub
multipliers (𝑀  ×   6 + 𝑃 ). However, to get the total multiplier area, the size of the adders that
combine all the sub multiplier results have to be taken into account. Equation 6 shows how this
adder size can be estimated. In Equation 6, M is the number of sub multipliers, P the number of
parameter bits, N the number of regular bits and CF a correction factor determined through
experimentation. This estimate introduces an average error of 0.70% into the estimate of the
micro-reconfigurable multiplier size. However, this estimate has a standard deviation of 23.78%,
showing that there is quite some variance in the results of this estimate.
𝑆𝑖𝑧𝑒 !""#$    = 𝑀  ×    𝑃  ×  𝑁  ×  𝐶𝐹

(Eq. 6)

The total size of the micro-reconfigurable multiplier then becomes Equation 7. This estimate is
subtracted from the size estimate of the normal multiplier (𝑁  ×  𝑃) to deliver the area gain (𝐴!"#$ ).
!"#$
𝑆𝑖𝑧𝑒!"#$%
= 𝑀  ×  𝑃  

!
!

+ 1 + (  𝑁  ×  𝐶𝐹)

(Eq. 7)

Functional Density estimates
The functional density gain is shown in Equation 8.
%
𝐹𝐷!"#$
=

=!

𝐹𝐷!"#$% − 𝐹𝐷!"#$
  
𝐹𝐷!"#!

!!"#$
!"#$ !!!"#$

!!"#$

!"#$

!!"#$ !!!"!#$

− 1 (Eq. 8)

!"#$
By combining all the estimates discussed above, 𝐴!"#$ and 𝑇!"!#$
are calculated for each multiplier
in the DFG. First, a functional density estimate is found for each multiplier separately. Then, all
multipliers that show a functional density gain are considered together. Considering multiple
!"#$
multipliers at the same time is done by adding the 𝐴!"#$ and 𝑇!"!#$
for all of the multipliers and
only then using Equation 8. This is a worst-case estimate; it assumes that the multipliers are
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micro-reconfigured completely separately from each other. In reality, most of them will change at
the same time, and their resources will share frames, allowing the reconfiguration time to be
reduced.
The HL Profiler takes the original C/C++-code and a hierarchical DFG as inputs and outputs the
functional density gains of making the multipliers in the DFG micro-reconfigurable. In the HL
Profiler, it is assumed that micro-reconfiguration has no impact on the clock. However, in some
designs micro-reconfiguration does shorten the longest path, leading to a clock frequency increase.
Micro-reconfiguration will never produce a circuit that has a longer path than the longest path of
the non-DCS design, therefore the clock frequency can only improve not worsen. As this effect is
hard to predict, the safe assumption is that micro-reconfiguration will have no impact on the clock.
As with the resource estimation, the estimates presented above are all analytical, allowing an
estimate to be generated very quickly. The HL Profiler relies on a hierarchical structure of the
multipliers. The characteristics of the sub-multipliers are extrapolated to the top-level multiplier.
The estimates introducing the largest errors are the reconfiguration time and the estimate of the
adder that combines all the sub-multiplier results. Both these estimates are an open area for
research in order to improve the HL profiler.
The reconfiguration time introduces an error because the number of slice columns that is to be
reconfigured is hard to estimate. It is dependent on the exact placement and routing step in the
FPGA-tool flow, both of which are NP-complete problems that are solved with heuristics,
introducing a lot of variability in the results. As found in research for the RTL Dynamic Profiler,
the current estimate is an upper bound for the actual number of slices.
For the size of the adder, we have had to rely on a heuristic to accurately estimate the size. This
heuristic was determined by analysis of over 3000 multipliers, several analytical models failed to
produce results as reliable as the heuristic. In addition, this estimate has the largest negative
impact from the assumption that the remainder sub-multiplier is a full 6-bit sub-multiplier.

2.3. Increasing DCS efficiency through Loop transformations
Typically, converting an HL description to an RTL-description, whether manually or
automatically, involves many design decisions. Some examples are: which loops to unroll or
whether a sequential or parallelized design is preferred. RTL implementations of the same HL
description can differ widely, depending on the requirements of the final HW implementation.
Whether to apply micro-reconfiguration is yet another choice in this process. The HL-profiler,
presented in Section 2.2, is a tool to quickly determine whether or not micro-reconfiguration is
interesting and, if so, how it should be applied. However, the opportunities for microreconfiguration the HL profiler can find are limited by choices already made in the HL
description. In this section, we present ways to optimize the HL description so the gains of microreconfiguration are increased or additional opportunities are revealed.
To find opportunities for optimization, it is not enough to just look at the static HL code. For many
HL optimization methods the HL description itself contains all the necessary information to
optimize; Loop optimization is a good example. In that case, only the static loop body and the
references to the data are important. Micro-reconfiguration however, is dependent on the actual
values that are used. The recurring arguments that are important for micro-reconfiguration need
not be explicit from the HL-description; they can be hidden in the underlying data structure.
Therefore, the dynamic data gathered by the HL profiler is needed to find opportunities for
optimization. As for most HL-to-RTL tools, the focus of the optimization will be the loops in the
HL description, as they are the main the source for the parallelism that is important for efficient
HW implementations. Within these loops, our main focus will be on the multipliers in the data
path, as in the HL Profiler, because they show significant gains for micro-reconfiguration.
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As should be clear, the optimizations proposed here require a partial redesign of the HL
description. Any re-structuring of the HL description could change the optimal choices for the
RTL implementation, therefore this analysis should preferably happen before the HL-to-RTL
conversion has started. In the following sections, the analysis of the dynamic data and the design
decisions it informs are discussed in more detail. The proposed optimizations are not limited to the
HL description; they can have an impact in the different stages of the design. In Section 2.3.1, the
data is used to inform how the HL-code should be implemented in RTL. Section 2.3.2 details how
the dynamic data can be analyzed to reorder the HL-code, so a new opportunity for microreconfiguration is revealed or an already found opportunity is improved.
2.3.1. One-Dimensional Loop
This section focuses on the optimization of one-dimensional loops with at least one multiplier in
the data path. For a one-dimensional loop, the main area for optimization is not in rewriting the
HL-code. The main benefit of the analysis is that it tries to find a way to implement the HL-code
in hardware, such that micro-reconfiguration is maximally exploited.
The benefits of micro-reconfiguration are closely linked to the actual hardware implementation
that is chosen. For micro-reconfiguration, the presence of infrequently changing signals is crucial.
The chosen hardware implementation can have a large influence on how frequently signals are
changing. For example, a sequential hardware implementation will, generally, have fewer
infrequently changing signals than the parallel hardware implementation of the same application.
This is because the sequential implementation calculates values one by one, through hardware
reuse, instead of calculating all of them in parallel. In most designs, the designer does not have
complete freedom in this HL-to-RTL transition. External constraints (execution time, area, power)
will determine which hardware implementations are good choices. Micro-reconfiguration can
increase the freedom a designer has, within these external constraints.
Now, as is clear from the previous section, for micro-reconfiguration the actual argument values
are important. For the HL-profiler, this information is already gathered through instrumentation of
the HL description. It is this data that will be analysed to find additional opportunities for microreconfiguration. An example of such data is shown in Figure 3. It shows a case where the HLprofiler has already identified an opportunity for micro-reconfiguration; the second multiplication
argument is clearly staying constant for a lot of multiplications.
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
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09
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x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
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EA
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EA
EA
EA
EA
EA
EA
EA
EA
EA
EA

!

Figure 3: Dynamic Data multiplication arguments in the HL-code
However, the HL-profiler will only detect these opportunities if the constant arguments are
continuous. If the pattern of constant multiplications is broken, it will not be found. In that case, a
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closer analysis of the dynamic data can still allow micro-reconfiguration to be advantageous. If
there is a recurring pattern in the multiplier arguments, splitting these multiplications up over
different HW-multipliers can result in a HW-multiplier’s arguments staying constant for a long
time. This allows micro-reconfiguration of these multipliers. Figure 4 shows an example of such a
case.
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
Mult1:
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15
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15
34
15
C3
15
06
15
50
15
A0
15
08
15

Figure 4: Dynamic data showing a recurring pattern
In Figure 4, the dynamic data shows a recurring value in the second multiplier argument.
However, this recurring value is interrupted by other values in a predictable pattern. In this case, it
is every other multiplication which features a different value than the recurring one. The most
interesting HW-implementation for micro-reconfiguration would be to unroll the loop by one
iteration. In hardware, these multiplications are then implemented with two multipliers. One HWmultiplier will handle the non-constant multiplications; the other multiplies with the recurring
argument and is micro-reconfigured. With micro-reconfiguration, this second argument does not
have to stay the same throughout the complete execution, but it does have to be an infrequently
changing argument, regardless of its actual value. Of course, if the application constraints require
the loop to be implemented sequentially, only one multiplier will be used and the benefits from
micro-reconfiguration disappear. If the loop would be unrolled even more, however, then this can
always be done in such a way that at least some of the multipliers will have infrequently changing
arguments and thus can benefit from micro-reconfiguration.
The example in Figure 4 was purposefully kept clear and simple; a similar analysis can be done
for more complex recurring patterns and for loop bodies that involve multiple multiplications. In
that case, as long as dependencies are respected, the multiplications can be moved both within and
outside the loop body to maximize the number of hardware multipliers with infrequently changing
arguments.
The benefits of the hardware implementation changes proposed by the analysis can be found using
the HL-profiler. This requires the HL-code to be reordered so each multiplication in the HL-code
corresponds to one HW-multiplier. Once this is the case and the HL-code is instrumented again,
the HL profiler is able to predict the benefits of micro-reconfiguration.
2.3.2. Multi-Dimensional Loops
For more complex, nested, loop structures, the innermost loop body can be analysed as the onedimensional loop in the previous section. This analysis tries to find regularity in the multiplication
arguments that are called within the loop body. The source of this regularity is the structure of the

FASTER_D2_4_GNT_FF-‐20131007.docx	
  

	
  

Page	
  15	
  of	
  28	
  

FP7-ICT-287804- FASTER
WP2 – High-level analysis and reconfigurable system definition

underlying data. In nested loop structures, however, there can be an inherent regularity due to the
structure of the loop-nest. An example with a two dimensional loop is shown in Figure 5.

For(x: 0 -> N)
For(y: 0 -> N)
M[x][y] = A[y]*M[x-1][y-1]

a)
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91
60
F0
FE
09
8A

b)

Figure 5: Un-optimized loop nest (a) and dynamic data trace (b)
Before optimization, the multiplication will result in a dynamic data trace as in Figure 5 a).
However, by looking at both the HL code and the dynamic data trace, it is clear the inner and outer
loop should switch places to make the second argument of the multiplication change less
frequently. The optimized loop and dynamic data trace is shown in Figure 6.

For(y: 0 -> N)
For(x: 0 -> N)
M[x][y] = A[y]*M[x-1][y-1]
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b)

!

Figure 6: Optimized Loop Nest and corresponding trace data
This example also shows that the loop optimizations can have similar benefits as other, more
traditional optimizations. The optimization in Figure 6 could also be done to increase the data
locality of the computation, aimed at optimizing the interface between the computation and
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memory. Restructuring the loop as in Figure 6 allows the value of A to be stored in a register so it
only has to be read once, and can then be read from the register for the following calculations.
With micro-reconfiguration, we do not even need to store this value in a register as its value is
incorporated in the micro-reconfiguration functions for this constant coefficient multiplier.
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3. DCS for Multi-Mode Circuits
This section reports on the work done for the second part of Task 2.3, on multi-mode circuits. A
new method is presented that implements micro-reconfigurable multi-mode cores in an efficient
way.

3.1. Introduction
A multi-mode core or circuit implements the functionality of a limited number of circuits, called
modes, of which at any given time only one needs to be realized.
Using dynamic partial reconfiguration (DPR) of an FPGA, all the modes can be implemented on
the same reconfigurable region (RR), requiring only an area that can contain the biggest mode.
The configuration memory of the RR consists of SRAM memory cells that control the content of
the look-up tables and the state of the routing switches. To implement a mode in the RR, a
configuration needs to be generated that contains the binary values that need to be written in the
RR's memory cells. In conventional DPR systems, a configuration is generated for every circuit by
implementing it separately in the RR. Every memory cell of the RR then corresponds to a
collection of binary values, one for each circuit. When these binary values are the same, we call
this collection a static bit. Otherwise this collection is called a parameterized bit. Memory cells
containing a static bit do not need to be rewritten during run-time. However, in current FPGAs,
the reconfiguration granularity is a collection of memory cells called a frame. A whole frame
needs to be rewritten, even when only one memory cell of the frame contains a parameterized bit.
In previous work it was already shown how a multi-mode core can be implemented using
Dynamic Circuit Specialization (DCS) (Al Farisi 2013). However, the problem with this previous
work and how conventional DPR systems implement multi-mode cores is that the parameterized
bits are scattered over the frames of the configuration memory, making it necessary to reconfigure
the complete reconfigurable region. This leads to long reconfiguration times, making these
techniques less useful for more dynamic applications (Hauck 2002) (Papadimitriou 2011).
In this section we report on an improved approach, developed within FASTER, to efficiently
implement micro-reconfigurable multi-mode cores that also takes into consideration the frames of
the FPGA’s configuration memory.
It is clear that during reconfiguration most time is spent writing the routing's configuration
memory. We therefore focus on reducing the time to reconfigure the FPGA's interconnection
network.
The novel technique consists of two steps. In a first step the configuration memory of the RR's
routing switches is divided in a static and a dynamic portion. Care needs to be taken that the
memory cells of the static portion reside in other frames than those of the dynamic portion. Then,
in a second step, the placement of conventional DPR is retained, but the connections of all circuits
are routed together using our novel router, which we named StaticRoute. StaticRoute routes the
connections in such a way that parameterized bits are avoided in the static switches of the RR. The
parameterized bits are thus clustered in the dynamic portion of the configuration memory.
Therefore only micro-reconfiguration of this part of the RR is necessary, reducing the
reconfiguration time considerably.
We introduce the concept of switch congestion. A switch is said to be congested when it is in a
static portion, but is controlled by a parameterized bit. StaticRoute is based on the PathFinder
algorithm and makes use of the negotiated congestion mechanism to resolve both wire and switch
congestion. In our experiments we show that a speed up of almost 2X of the reconfiguration
process can be obtained, while the increase in wire length is limited.
We start with a comparison of the conventional DPR tool flow and our newly proposed DCS tool
flow using StaticRoute in Section 3.2. StaticRoute is discussed in more detail in Section 3.3. The
experiments and results are discussed in Section 3.4. Finally, we conclude in Section 3.5.
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3.2. DCS tool flow for MM circuits
In this section we discuss two tool flows that use DPR: the conventional DPR flow and the novel
DCS approach using StaticRoute.
3.2.1. Conventional DPR flow
The conventional DPR tool flow implements every circuit separately in the reconfigurable region
by following the typical steps of the FPGA CAD flow (synthesis, technology mapping, placement
and routing), as shown in Figure 8(a). For every circuit a configuration is generated that contains
the binary values needed to write the configuration memory of the reconfigurable region. To
switch between the different circuits the reconfiguration manager writes the reconfigurable region
with the appropriate configuration.

Figure 7
3.2.2. Novel DCS tool flow using StaticRoute
In our method, the configuration memory of the RR's routing is split into two parts: a static part
and a dynamic part. The proposed tool flow is presented in Figure 8(b). Instead of running the tool
flows completely separately for the different circuits, the idea is to have a joint routing of the
circuits. In this case, the tool flow is run separately until placement, generating a placed design for
each circuit. Then the nets of all the circuits are merged into one set of nets. During this merging
step, each net is automatically annotated with the name or ID of the circuit it belongs to.
The set of merged connections is then routed with StaticRoute. The information annotated during
merging is used by StaticRoute to generate one static configuration and a dynamic configuration
for every circuit. The static configuration contains the binary values for the static part of the RR's
routing. It only needs to be loaded in the FPGA's configuration memory once at start-up. The
dynamic configurations contain the remainder of the configuration of the RR. These are used to
switch between circuits during run-time. Since the dynamic configurations are much smaller than
a configuration of the complete RR, reconfiguration time can be reduced considerably.
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3.3. DCS Router for MM circuits: StaticRoute
StaticRoute is based on the pathfinder algorithm, the most commonly used algorithm for FPGA
routing. In the first part of this section we will therefore first give a brief discussion of pathfinder.
Before StaticRoute is used, the routing switches of the reconfigurable region (RR) are split into
two parts: a static part and a dynamic part. Then the connections of all circuits are routed together
in such a way that there are no parameterized bits controlling static switches. To also take the
switches into consideration during routing, the representation of the FPGA's architecture needs to
be extended. This is explained in section 3.3.2.
Detecting parameterized bits after the configurations are generated is easy. When a memory cell
has different values in the different configurations, it contains a parameterized bit. This means it
will have to be rewritten during run-time. In section 3.3.3 we will, however, show that it is also
possible to already detect parameterized bits during routing.
Finally, section 3.3.4 handles how StaticRoute extends the cost function of pathfinder, so that
parameterized bits are avoided in the static portion of the configuration memory.
3.3.1. The Pathfinder algorithm
A conventional router calculates the Boolean values that need to be stored in the memory cells of
the configurable interconnection network so that the physical logic blocks are connected as is
specified by the nets in the mapped circuit. The main algorithm used to solve this problem is
pathfinder (Betz 1999) (McMurchie 1995).
Pathfinder presents the available routing resources of the FPGA in an easy-to-explore data
structure, the routing resource graph (RRG). The RRG is a directed graph, where each node
represents a routing wire on the FPGA and each directed edge represents a routing switch on the
FPGA.
In the pathfinder algorithm, the connections that need to be routed are organized in nets. These are
sets of connections that share the same source. During the first routing iteration, nets can share
resources at no extra cost and thus, each net is routed with a minimum number of wires. In
subsequent routing iterations, the algorithm rips up and reroutes all the nets in the input circuit. A
wire is said to be congested if it is used by more than one net. The routing iterations are repeated
until no shared resources exist or, in other words, the wire congestion is resolved. This is achieved
by gradually increasing the cost of sharing resources between nets, a technique called negotiated
congestion. The cost function of a wire in the RRG is
𝑐𝑜𝑠𝑡 𝑛 = 𝑏 𝑛   ×  𝑝 𝑛   ×  ℎ(𝑛)

(Eq. 9)

where 𝑏(𝑛) is the base wire cost (equal to 1), 𝑝(𝑛) is the present wire congestion penalty and
ℎ(𝑛) is the historical wire congestion penalty. The factor 𝑝(𝑛) is updated every time a net is
rerouted and is used to avoid wire congestion during one routing iteration. The factor ℎ(𝑛), on the
other hand, is only updated every routing iteration. It is used to make heavily used resources in
past routing iterations more expensive. In this way a wire congestion map is built, which enables
nets to avoid routing through heavily congested wires, if possible.
3.3.2. Extended routing resource graph
In a standard RRG the nodes represent wires and the directed edges represent the switches.
StaticRoute does not make use of a standard RRG, but of an extended RRG. This is an RRG
where also the switches are represented as nodes. An example of an extended RRG is shown in
Figure 9. The round nodes are wires and the square nodes switches.
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Figure 8
Such a representation is necessary for two reasons. First, it is possible to mark certain switches as
being static. The rest of the switches are considered dynamic. This way the RR's routing, and thus
also its configuration memory, is split up in a static and a dynamic part.
Second, in an extended RRG certain information can also be associated with the switches during
routing. This can be a cost or information on which circuits are using a certain switch.
3.3.3. Detecting parameterized bits in the extended RRG
As can be seen in Figure 8 (b), the input to StaticRoute is a set containing the nets of all circuits
that need to be implemented in the reconfigurable region. These nets are all annotated with the ID
of the circuit they belong to, as explained in Section 3.2.2. When a net uses a node during routing,
it also gets annotated with this information. Our starting point in this section is therefore an
extended routing resource graph annotated with the circuits' IDs.
Let us assume 4 circuits, numbered 1 to 4, are implemented in the RR. In Figure 9(a) we see a
routing multiplexer of the RR, represented as an extended RRG. It connects the top wire to its
output for circuits 1 and 2. The middle wire is connected to the output for circuit 3. Switch
𝑆  therefore needs to be closed for circuit 1 and 2. It needs to be open for circuit 3, as not to add
any extra capacitance of the wires of the other circuits. 𝑆 has a don't-care value for circuit 4,
because this circuit is not using this multiplexer. In this case, 𝑆 clearly is controlled by a
parameterized bit, since it has different values for different circuits.
Let us look at a second example in Figure 9(b). In this case the switch S has value 1 for circuits 1,
2 and 3. And it has a don't-care value for circuit 4. It is clear that when a switch and its connected
wires are used by the same circuits, it does not have to be changed during run-time. The switch is
closed for the circuits that use it and has a don't-care value set to 1 for the other circuits.
In general, in the extended RRG, a switch node 𝑆 connects two wire nodes 𝑊! and 𝑊! . Let us
assume that 𝑆 is used by a set of circuits 𝐶! . 𝑊! and 𝑊! are used by 𝐶! and 𝐶! respectively. We
state that 𝑆 is controlled by a parameterized bit if:
𝐶! ≠ 𝐶!   𝑜𝑟  𝐶! ≠ 𝐶!   𝑎𝑛𝑑  𝐶! ≠ Φ

(Eq. 10)

The condition 𝐶! ≠ Φ is necessary to exclude unused switches, which are always static.
3.3.4. Novel cost function
In the previous sections we explained that in the extended RRG some switches are marked as
being static. We also presented a way to detect parameterized bits in the extended routing resource
graph. In this section we introduce the term switch congestion. A switch is said to be congested
when it is marked as static, but is controlled by a parameterized bit.
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In the pathfinder algorithm the cost of using a wire only takes into account wire congestion. The
nets are ripped up and rerouted until there are no wires that are congested. In this section we
describe how we extended this algorithm to also take switch congestion into consideration.
StaticRoute rips up and reroutes the nets of all circuits until all wire and switch congestion is
resolved. The ordering of the nets is in such a way that the nets are traversed per circuit.
In the pathfinder algorithm a connection of a net is routed by searching the path of wire nodes
with lowest cost in the routing resource graph. In our algorithm the same happens in the extended
RRG. Except that, an extra cost per wire is added, to take switch congestion into consideration.
The cost of a node in the extended RRG is
𝑐𝑜𝑠𝑡 𝑛, 𝑐 =   

𝑐𝑜𝑠𝑡! 𝑛, 𝑐 + 𝑐𝑜𝑠𝑡! 𝑛       𝑖𝑓  𝑛  𝑖𝑠  𝑎  𝑤𝑖𝑟𝑒
0                                                                            𝑖𝑓  𝑛  𝑖𝑠  𝑎  𝑠𝑤𝑖𝑡𝑐ℎ

(Eq. 11)

When a wire is used, the congestions of all the static switches that are connected with it are
affected. That is why the cost of switch nodes in the path of the RRG is zero and the cost addition
is made in the wires. Switch nodes are used to hold information needed to determine the switch
congestion penalty 𝑐𝑜𝑠𝑡! (𝑛).
The term 𝑐𝑜𝑠𝑡! (𝑛, 𝑐) takes wire congestion into consideration. Remember that StaticRoute routes
the nets of all circuits together. However, when a net of the circuit c is routed, only the other nets
of c are taken into consideration for the wire congestion. This is because nets of different circuits
do not cause wire congestion. They are never present on the FPGA at the same time and therefore
can share wires. The equation for 𝑐𝑜𝑠𝑡! (𝑛, 𝑐) is
𝑐𝑜𝑠𝑡! 𝑛, 𝑐 =   𝑝 𝑛, 𝑐   ×  ℎ(𝑛, 𝑐)

(Eq. 12)

where 𝑝(𝑛, 𝑐) and ℎ(𝑛, 𝑐) are the present and history wire congestion penalty for circuit c. These
are calculated like in the pathfinder algorithm.
The term 𝑐𝑜𝑠𝑡! (𝑛) takes switch congestion into consideration. As mentioned in the previous
section, to determine whether a switch is congested both the wires it connects are needed.
Therefore the router assigns the cost for switch congestion using a set 𝑆(𝑛) that is the union of the
fan-in switch nodes of the current wire node n and the fan-out switch nodes of the previous wire.
In Figure 10 an example is shown where the switches of 𝑆(𝑛), associated with a wire node n, are
indicated in grey. In this set 𝑆(𝑛) we identify a subset of congested switches we will call 𝐶(𝑛).
The algorithm only takes into consideration the switch congestion caused by the current net. This
means the current circuit is in 𝐶! or 𝐶! .

Figure 9
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Given a wire node n, with its associated set of congested switches 𝐶(𝑛), we have following
equation for the switch congestion penalty
𝑐𝑜𝑠𝑡! 𝑛 =    𝑝! 𝑛   ×  ℎ! (𝑛) (Eq. 13)
where 𝑝! (𝑛) and ℎ! (𝑛) are the present and history switch congestion penalty. The factor 𝑝! (𝑛)
resolves switch congestion during one iteration and is given by:
𝑝! 𝑛 =   1 +    𝐶(𝑛)   ×  𝑝

(Eq. 14)

Note that if the use of a wire results in more congested switches it gets penalized more. The factor
ℎ! (𝑛) takes into consideration the switch congestion that occurred in the previous iterations. It
uses the congestion map that is built in the switch nodes. It is given by:
ℎ! 𝑛 =    !  ∈!(!) ℎ! (𝑚) (Eq. 15)
where ℎ! (𝑚) is the history switch congestion penalty of one switch node m. This is updated every
routing iteration i as follows:
0  , 𝑖𝑓  𝑖 = 1
ℎ! 𝑚, 𝑖 =    ℎ! 𝑚, 𝑖 − 1 , 𝑖𝑓  𝑚  𝑖𝑠  𝑛𝑜𝑡  𝑐𝑜𝑛𝑔𝑒𝑠𝑡𝑒𝑑
(Eq. 16)
ℎ! 𝑚, 𝑖 − 1 + ℎ, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
The way the factors p and h change as the algorithm progresses is called the routing schedule. The
same routing schedule is used for both wire and switch congestion.

3.4. Experiments and Results
3.4.1. Benchmarks
To validate the new tool flow we conducted experiments using 3 different applications. In the first
2 experiments typical multi-mode applications were used: a regular expression matching
(RegExp) and an adaptive filtering application (FIR). In the last 2 experiments general MCNC
benchmarks were used.
In the first experiment, we chose 5 middle-sized regular expressions out of the Bleeding Edge
rules set and generated corresponding matching circuits (Sourdis 2008). In the second experiment
we generated 5 fixed coefficient finite impulse response (FIR) filters. The FIR filters are fully
pipelined, have 16 taps and the width of the input and the coefficients is 8 bit. The values for the
coefficients were chosen randomly, after which all the constants were propagated. Such FIR filters
are 3 times smaller than the generic version.
In the third experiment, we chose 5 circuits out of the general MCNC benchmark suite that were
of similar size compared to the rest of the circuits in the previous experiments(MCNC) (Yang
1991). In the fourth experiment we chose 5 circuits out of the MCNC20 benchmark suite.
In each set all possible 10 combinations of 2 circuits out of 5 were chosen. These combinations of
2 circuits were each time implemented using both the conventional DPR flow and our novel
approach using StaticRoute.
3.4.2. FPGA architecture
StaticRoute was implemented based on our JAVA version of the VPR (Versatile Place and Route)
wire-length driven router (Betz 1999). VPR is the most commonly used academic tool for place
and route algorithms. The FPGA architecture used is described in ‘4lut_sanitized.arch’. This is an
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FPGA architecture file included in the distribution of VPR. It has logic blocks containing one 4LUT and one flip-flop and the wire segments in the interconnection network only span one logic
block. Two modifications were made to the routing architecture to better resemble the commercial
available FPGAs. Wilton switch blocks and unidirectional wires are used instead of a disjoint
switch blocks and bidirectional wires (Lemieux 2004).
We note that the techniques and tools we use in this technique are independent of the architecture
used. The number of inputs of the LUTs is simply an input parameter of the tool flow. Also,
different routing architectures can be used since StaticRoute uses a straightforward extension of a
standard representation of the routing infrastructure called the routing resource graph.
Since there is no other functionality implemented on the FPGA, the reconfigurable region
comprises the complete FPGA in our experiments. The minimum square area of the FPGA was
chosen that fits both circuits.
The average minimum channel width in the industrial benchmark set of VTR is 98 tracks (Rose
2012). To determine the order of magnitude of typical commercial FPGAs, Altera's Chip Planner
Tool (Altera 2012) can be used. Using this tool it was determined that routing channels of
commercial FPGAs, like the Stratix IV, typically consist of several 100 tracks. The channel width
in these experiments was chosen only 50 % bigger than the minimum needed. Keeping the relative
overprovisioning of channel width constant will allow us to make a fair comparison of the wire
lengths of different circuits.
3.4.3. Results
We point out that both our tool flow and the conventional DPR flow have the same gains in area.
For the regular expression matching application and the MCNC benchmarks, only an area of
around 50% is required compared to the static implementation of the 2 circuits. The adaptive
filtering application requires an area which turned out to be only 33% of the generic FIR filter.
Two other metrics were used to further evaluate the quality of the implementation: reconfiguration
time and wire-length. The reconfiguration time gives an indication on how fast the system can
adapt when necessary. Wire length is an important metric for the quality of a circuit, since it
correlates with power usage and performance (maximum clock frequency) of a circuit.
We focus on the effect the relative size of the static portion of the configuration memory has. We
average the results over the implemented circuits and use error bars to indicate minimum and
maximum values.
3.4.3.1 Reconfiguration time
Since the experiments were done in our JAVA based version of VPR, there are no configuration
frames defined. As can be seen in Figure 10, the wires in an island style FPGA are organized as
channels in between the logic blocks (LBs). The switches that connect the wires and the logic
block pins are aggregated as connection blocks (CBs) and switch blocks (SBs). The connection
blocks connect the logic block pins to the wires in their neighboring channel while the switch
blocks connect the wires from one channel to wires from an adjacent channel.
Marking the static bits in the routing infrastructure was done based on the switch blocks. For each
set of benchmarks, we compare the cases where 50 % and 75 % of the switch blocks was marked
static. In Figure 11 an example is shown where 50 % of the switch blocks is marked static (grey
on the figure). As can be seen, this is done in such a way that the selected switch blocks are spread
uniformly over the FPGAs area. The connection blocks in the routing were all kept dynamic.
In this experiment we look at the total reconfiguration time. For conventional DPR this is the sum
of the LUT bits and the bits that control the switches. For our novel approach, that uses
StaticRoute, we use the same, but don't count the routing bits that reside in the static portion of the
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configuration memory. As explained earlier, the bits in the static portion are shared by all circuits
and thus don't need to be rewritten during run-time.

Figure 10

Figure 11
In Figure 11 the relative decrease in reconfiguration time is shown compared to the conventional
DPR flow.
Static switch blocks do not need to be reconfigured during run-time. The decrease in
reconfiguration time is therefore directly proportional to the relative portion of static switch
blocks. It is approximately the same for all benchmarks considered. This is, on average, 40 %
when half of the switch blocks are static to 50 % for 75 % static switch blocks.
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3.4.3.2 Wire length
In the new DCS tool flow for micro-reconfigurable multi-mode cores the different circuits are not
implemented separately, as is the case in the conventional DPR flow. Instead, the circuits are
routed together using StaticRoute. In this section we assess the impact this has on the wire length.
Each circuit uses a set of wires when it is active. We compare the size of this set in the case of
implementation with the conventional DPR flow and StaticRoute. This is then averaged over all
circuits.
The results are shown in Figure 12. Again, the relative increase in wire length is dependent upon
the relative size of the static portion. When 50 % of the switch blocks are marked static, then the
wire length increases on average a few percent and the maxima are around 5 %. For some
benchmarks the wire length even decreases a little when using StaticRoute, this is because both
pathfinder and StaticRoute are heuristics. For 75 % static switch blocks the average increases
somewhat, especially for the regular expression applications. Also the maxima increase to around
10 %. We can conclude that the wire length increase of using this technique, when implementing 2
circuits, is limited.

Figure 12

3.5. Conclusion
In this section we described an extension of the application domain of micro-reconfiguration to
multi-mode circuits. Instead of relying on the infrequently changing values of some parameter
inputs in a circuit implementation, we show that a high portion of the reconfiguration bits for two
different circuits that are mutually exclusively executed in time remain static. For this, we need to
optimize the routing algorithms used for routing the wires in these two implementations. We first
introduced the notion of switch congestion. This occurs when a parameterized bit resides in the
static portion of the configuration memory. We showed that it is possible to already detect
parameterized bits during routing in the extended routing resource graph. An extended version of
the pathfinder algorithm, called StaticRoute, was presented that was used to route all circuits
together. It is able to resolve both wire and switch congestion. Therefore, using StaticRoute, the
parameterized bits are no longer scattered over the complete configuration memory of the routing.
Instead they are clustered in the dynamic portion. In the experiments we showed that, using
StaticRoute, the micro-reconfigurable cores have a reconfiguration time which is almost half of
that of conventional DPR systems, while the increase in wire length associated with his new
technique is limited.
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4. General Conclusion
Section II describes work done for Task 2.3 of the FASTER project, linking it to the development
of the profiler from Task 2.2. As an extension of Task 2.2, a HL-profiler is discussed that is able
to estimate the gains and overheads of micro-reconfiguration based on the HL description of the
design. The profiler focuses on the multipliers in the data path of the application, as these
components of the data path show the highest gains. To estimate the gains, the size of the design
with micro-reconfiguration is compared to the original design size, which is estimated by the
resource estimation tool of IMP, presented in D2.5. The overall overhead of micro-reconfiguration
depends on both the dynamic behavior of the multiplier arguments and the overhead for a single
micro-reconfiguration. The dynamic data is gathered by instrumentation of the HL code and the
overhead of a single micro-reconfiguration is estimated by leveraging the hierarchical structure of
multipliers. Using all this information, the HL profiler provides a functional density estimate for
each multiplier in the data path.
This extended profiler is used in Section 2.3, as part of Task 2.3, to present a method for loop
optimizations to improve micro-reconfiguration gains. The optimizations of the loop body are
based on finding regularity within the dynamic data gathered by the HL Profiler. In the case of
multiple loops, regularity is already expressed within the HL code; restructuring the loop nest can
improve the dynamic behavior of multiplier arguments, thereby reducing the number of required
micro-reconfigurations and thus the overhead.
For the second part of Task 2.3 a new FPGA router, called StaticRoute, was presented that is able
to efficiently implement micro-reconfigurable multi-mode cores. It makes it possible to microreconfigure only a part of the configuration memory, Experiments were discussed that show a 2X
improvement in reconfiguration time over conventional DPR systems, while the extra wire length
associated with this technique is limited.
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